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Abstract

An effective method for measuring partial similarities within the context of 3-D
model retrieval is presented. The approach is based on an adaptation of a recent
work for partial symmetry detection developed by Mitra et al. [Mitra et al. ’06].
The idea is to detect pairs of similar sub-regions and to rigidly align and scale
them independently in order to only measure similarity between matching regions.
The objective is therefore to find a global correspondence between all points of
two pre-sampled input objects. To achieve this goal, local shape descriptors of
surface samples are matched to reveal scale-independent and near-rigid structures
when deforming one object to the other. Connected sets of near-rigid structures
provide evidence of partial similarities. These are extracted using a clustering
procedure and a set of potential matching regions is found. Finally a greedy
algorithm computes a set of unique matches between all sampled points, followed
by a formulation of global similarity between two input models with regard of their
partial similarities. The proposed technique requires only few input parameters
which are easy to determine and is independent of the triangle meshes resolution
and tesselation.
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Chapter 1

Introduction

1.1 Motivation

Search technologies are affecting our everyday lives and have become indispensable
to content based information retrieval over the World Wide Web [Brin & Page ’98].
Their objectives are clear: managing information from all over the world and mak-
ing them accessible. At the same time, recent progress in 3-D scanning technologies
[Levoy et al. ’00, Curless et al. ’00, Rusinkiewicz et al. ’02] and powerful model-
ing techniques have facilitated the production of a huge number of 3-D models
that are increasingly available to the public in digital archives and repositories on
the internet [Levoy ’05, 3DCafe ’05]. This would imply that search engines are no
longer limited to textual, image, or video based contents, but also 3-D geometric
entities. Obviously, many areas, such as the entertainment industry, the graphics
and vision research communities and disciplines like architecture, and molecular-
biology, would gain immediate benefits in terms of productivity and availability
from a 3-D model retrieval system.

Since textual information alone is unlikely to accurately describe pure geometric
shapes and in many cases, 3-D models do not even contain any meta data at all,
retrieving an object from a database usually consist of comparing the shape of
a query model with the shapes of all models in a database and extracting the
most similar ones to the query. Besides, 2-D sketch based queries and multimodal
approaches have also been suggested as 3-D query models might be unavailable
[Min et al. ’02, Funkhouser et al. ’03]. Geometric shape similarities, as they are
perceived by human beings, are in principle impossible to formulate. For instance,
it is questionable if the model of a human in a certain pose should be considered
closer to the same model in a different pose or to the model of different human but
in the same pose. Hence, the matching problem is ill-posed and no fundamental
theory for an optimal shape description is known yet.

1



2 CHAPTER 1. INTRODUCTION

In recent years, many researchers have initiated different approaches to tackle this
issue and many techniques for similarity measurements are already able to plau-
sibly retrieve objects that effectively bear a likeness to the queries. However, the
effectiveness of these algorithms are usually limited to certain types of 3-D models
and assumptions about the input data. As many experimental online retrieval
systems [Funkhouser et al. ’03, Chazelle et al. ’05, Tangelder ’05, Ouhyoung ’05]
have demonstrated, false positives are in principle unavoidable. Nevertheless, these
systems will further serve as benchmarks for empirical studies of upcoming shape
matching techniques. In the context of 3-D model retrieval however, the most es-
tablished and accepted methods are based on global matching where the similarity
is measured between entire models and where notions of non-rigidness are usually
ignored. For applications such as protein matching where sub-parts of molecules
are to be identified, techniques that compare the entire shapes of molecules become
useless. In the same way, measuring similarity for models with articulations (e. g.
humans or animals) becomes difficult when they exhibit different poses.

This work addresses exactly these two problems by finding an effective solution to
a partial matching problem which is a generalization of the more common global
matching problem. Partial matching consists of identifying a set of pairs of corre-
sponding sub-regions between two shapes. Each pair yields a similarity distance
between two corresponding sub-parts. Different weightings and combinations of
these distances ultimately lead to a set of different global similitude measurements
between two objects where the importance of partial similarities can be adjusted.
In particular, two corresponded sub-parts will contribute to the global similarity
between two objects, whereas non-corresponding sub-parts do not or even nega-
tively affect the overall measurement since it represents a certain dissimilarity. For
instance, the user of the 3-D model retrieval system might be looking for an object
with the most resembling common sub-part with the query object, one that has
the largest common sub-region, or one which shape is the globally most similar.

The proposed approach focusses on finding a similarity measurement between two
objects with regard of their partial similarities. That is, if similar partial regions are
found over large surface regions between two objects, the dissimilarity distance will
be small. In particular, if the corresponding sub-parts have different alignments
as it is the case for articulated objects, the method should not fail.

To achieve this goal, we adapt a novel technique for partial similarity detection
developed by Mitra et al. [Mitra et al. ’06] and extend it to find unique cor-
respondences between two pre-sampled surfaces. Theses correspondences match
sub-parts with similarities at higher scales. Independent alignments between the
sub-parts are possible to eventually give a measure of an overall similarity between
two objects.

The core of this work consist on finding unique correspondences between the sam-
ples of two 3-D models. First the input triangle meshes are regularly sampled
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to obtain an input independent representation. For each sample, low level shape
descriptors are computed locally and paired. Potential matches between the local
shape descriptors accumulate evidences of scale-independent rigidness in a trans-
formation space of similarities. In fact, large, scale-independent, and near-rigid
patch pairs represent important hints for partial similarities. These pair of similar
sub-regions are extracted using an unsupervised clustering algorithm performed
in this transformation space. Eventually a global quasi-optimal correspondence is
found from the extracted pair of similar shapes using a greedy approach.

1.2 3-D Model Retrieval Essentials

meshM1
meshM2

global shape descriptors

Figure 1.1: Matching two meshes using global shape descriptors.

Active Shape Retrieval

Searching for a specific model in a database can be performed by matching all
shapes with the shape of a query model and retrieving those with the minimum
similarity distances. In contrast to 3-D shape matching as found in 3-D scan
registration problems [Johnson ’97, Rusinkiewicz & Levoy ’01] where a set of 3-D
scans are combined into a single consistent object by matching all overlapping
regions, a model-to-model-measurement between a query model and all database
models would be far too time-consuming. This is espescially true, when partial
matching is taken into account where every sub-region has to be compared to every
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sub-region of another object and also, the sizes and locations of these regions have
yet to be defined.

Usually, to significantly improve matching and indexing efficiency, each model is
assigned with a pre-computed low level shape descriptor which is represented by
a finite dimensional feature vector that contains salient shape informations about
the model (c. f. illustration in Figure 1.1).

This can be seen as compression of geometric entropy of a given shape. Queries
are performed with an input 3-D model for which another shape descriptor is
computed. The retrieval system will then return the most relevant objects by
comparing their shape descriptors.

Hence, shape descriptors must be discriminating in order to effectively differentiate
dissimilar objects, but also general enough to identify all relevant models. Since
they are pre-computed, complex and computational intensive feature extraction is
possible offline. On the other hand, queries are part of an online process where
efficient matching and low storage space is necessary. We call this type of shape
retrieval active, since the shape descriptors and similarities between objects are
computed online, i. e. during the query processing. This is illustrated in Figure 1.2.

                      

3-D Model
Database

Feature
Extraction

Input

Extracted
Shape

Descriptor(s)

Matching

Output

Relevant
Object(s)

Pre-computed
Shape

Descriptor(s)

Online Process Offline Process

Query
Object(s)

                      

Figure 1.2: Data flow of a conventional shape retrieval process. We call
this type of shape retrieval active, since the shape descriptors and similarities
between objects are computed online, i. e. during the query processing.
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Passive Shape Retrieval

Most of the times, the query object together with its pre-extracted features is
already contained in the database and a search is performed using an alternative
form of input (e. g. in 2-D sketch-based retrieval [Min et al. ’02]). Although, in
general, this is is clearly a limitation , most retrieval systems agree with this
assumption.

As a matter of fact, most known text based search engines, such as “Google”, do
not expect the user to search for a document that is similar to an entire input
document but to a few input keywords. The set of keywords is often combined
with a popular technique known as relevance feedback, where the search is refined
by successively choosing for each query the most relevant documents from the set
of retrieved objects. These relevant documents which are already in the database
then serve as input queries for the next retrieval. Here, similarity computations
between documents are part of an offline process and we refer this form of retrieval
as passive.

In 3-D model retrieval, when a query model itself is already contained in the
database, expensive, but more sophisticated, similarity analyses with all other
objects can be pre-computed. Inter-object similitude distances are therefore avail-
able in advance and can be stored in terms of pairwise rankings as proposed in
[Atmosukarto et al. ’05]. More precisely, each object is assigned a ranking of its
similarity distance to all other objects. Hence, all shape analysis computations are
done offline and the feature vector storage for each object becomes minimal.

This work suggests the use of such passive shape retrieval method in order to per-
form online queries efficiently without being limited to more complex similarity
analyses for partial and approximate shape matching. In particular, unlike most
proposed 3-D model search engines, we require the efficiency of the similarity dis-
tance computations to be reasonable only between two objects instead of between
all objects. Thus, at the core of this work stands an effective solution to a pairwise
matching problem and less an efficient shape descriptor extraction algorithm as in
most previous works.

1.3 Related Work in Shape Matching

3-D Model Retrieval

Most works on designing 3-D model retrieval systems are concerned with shape
description methods. Conceptually, the simplest retrieval system consists of a
database containing 3-D models, each assigned with a pre-computed low level
shape descriptor which is used for efficient matching and indexing. We usually
do not have a direct model-to-model-measurement. Thus, no correspondence and
pre-alignment between objects is assumed. When designing a shape descriptor,
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all current methods share the assumption that matching objects should not be
affected by their orientation, position and scale. Thus a shape descriptor should be
invariant or at least robust against any similarity transformation. Other important
issues that should not affect a well designed shape descriptor include noise or high
frequency details, model degeneracy, tesselation, topological genus, levels of detail
and sometimes even articulated objects in different poses. Generally speaking, it
is impossible to perfectly satisfy all criteria at the same time. For example, shape
descriptors that are perfectly suited for rigid ob ject matching could never perfectly
match articulated ob jects. Therefore, researchers have mainly focused on general
purpose shape matching algorithms that have a good trade-off in the above stated
issues.

With these objectives in mind, a large variety of approaches have been proposed,
but there is still no proper taxonomy that classifies all known techniques in a way
such that advantages and disadvantages can be easily identified. Also, many hybrid
solutions have been successfuly demonstrated in practice. Thus, we will attempt to
describe some currently available shape descriptors with a set of properties, each
represented by different possible configurations:

• Normalization vs. Invariance: Presently, two different approaches ad-
dress the issue of matching two objects independently of similarity transfor-
mations.

The first method consists of placing the object into a canonical coordinate
system by normalizing for translation, scale and rotation. Although PCA-
alignment (Principal Component Analysis) is a popular way to handle ro-
tation, some researchers have found it to be not reliable enough for many
cases. In contrast, translation and scale issues are generally less problem-
atic. Nevertheless, if the normalization was successful, the similarity can be
accurately measured.

To avoid the explicit alignment process, many approaches rely on ex-
tracting features, that are invariant to rotations. Thus, different orien-
tations of an object would end up to have the same shape descriptor.
Shape distribution-based [Osada et al. ’01] and most histogram-based de-
scriptors (e. g. 3-D model description in the forthcoming MPEG-7 standard
[MultiMedia ’02]), as well as Fourier descriptors and spherical harmonic rep-
resentations [Kazhdan et al. ’03] are examples for rotation invariant shape
representations. In particular, these descriptors lack in spatial informations,
which causes them to be not discriminating enough for many types of objects.

• Feature Maps: For the shape matching, a 3-D model is mapped onto a
feature vector f = [f1, . . . , fN ] that lies in a multi-dimensional feature vector
space FN . Similarities between shapes are therefore defined as close distances
between their corresponding feature vectors. Each component fi of a feature
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vector f is the image of a feature map from a certain domain DM to the
feature space F . Since the feature vector f represents the feature maps over
the whole domain DM , it is obvious that N = |D|M . For instance, a 3-D
grid-based object representation scheme (voxels) that has N = |D|3 cells
yields to a N -dimensional feature vector. A large variety of feature maps
have been suggested.

Spatial feature maps are directly defined over a canonical spatial parameter-
ization of the model. Those include 3-D grids representations, 2D spherical
maps and shape histograms [Ankerst et al. ’99] that rely on space decom-
position. They are not invariant to similarity transformations and require a
normalization step.

Shape-distribution-based descriptors [Osada et al. ’01] correspond to his-
tograms created from specific feature functions. In this way, global geometric
properties are captured without being affected by rotation. Usually different
features are combined in order to enhance discrimination.

Spatial feature maps can be further processed to obtain rotation invariant
representations such as Fourier descriptors or spherical harmonic represen-
tations [Kazhdan et al. ’03]. In particular, these feature maps need to be
spherical (e. g. spherical maps, concentric spheres, . . . ) in order to be rota-
tion invariant. In practice, most 3-D model retrieval systems combine shape
descriptors in order to concurrently capture different types of features. Differ-
ent weighted averaging schemes were proposed for a more adaptive retrieval
and less redundant shape analysis.

• Geometrical vs. Topological Features: Depending on what type of fea-
ture map is considered, different types of features can be extracted. For in-
stance, spatial maps based on 3-D grids can perform different measurements
in each cell: the average Gaussian curvature, local elongation, bumpiness,
etc. In analogy to how two-manifold meshes are represented, shape descrip-
tors can be characterized by whether geometrical or topological features are
extracted.

Geometric features include global features (moments, aspect ratio, reflective
symmetry [Chazelle et al. ’03], anisotropy [Kazhdan et al. ’04], etc.) and lo-
cal features (distance, area, volume, curvature, random metrics, spin-images
[Johnson ’97], etc.). These features are usually efficient to compute and ro-
bust against similarity transformations and objects with different connections
among parts.

In [Yu et al. ’03], a topological shape descriptor based on surface penetration
is presented. It has been experimentally shown that it performs equally well
to the distance feature map, that extracts geometric features. Hilaga et al.
developed in [Hilaga et al. ’01] a topological shape descriptor based on the
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extraction of skeletal and topological structures, where a one-dimensional
graph is computed from a 3-D model. In general, accurate and automatic
topology extraction from different types of models is difficult. The main
motivation for topological shape descriptors remains their ability to measure
high similarity between same objects in different postures and different levels
of detail.

• Shape-based vs. Image-based: All previously presented shape descrip-
tors extract features directly from 3-D data. Another aspect for shape de-
scriptors is the possibility to follow an image-based shape analysis. Image-
based approaches exploit the fact that many 2D image metrics are known
to be robust against similarity transformations and distortions (e. g. Zernike
moments and Fourier descriptor) and more efficient to compute, since a di-
mension is lost. Moreover, the 3-D model retrieval system could be easily
extended with a 2D sketch-based query [Min et al. ’02] in a natural way. In
[Chen et al. ’03], a spherically aligned two-dimensional array of images (4D
Light field [Levoy & Hanrahan ’96]) is rendered via orthogonal projection.
Only silhouettes are rendered. Models are considered similar if they look
similar from all perspectives. An interesting aspect is that even the orien-
tation issue is handled by matching image cross-correlations. For efficiency
reasons, image-based approaches can only use a limited number of images
with a limited resolution. This can be critical when it comes to distinguish
between a set of very similar shapes. Another limitation of an image-based
approach is that concave areas are impossible to capture since only silhou-
ettes are acquired.

3-D Scan Registration

3-D shape matching is often a problem in object reconstruction. In range imaging
[Curless et al. ’00, Rusinkiewicz et al. ’02, Li et al. ’06, Li et al. ’04], for instance,
several views of an object are typically independently reconstructed from different
perspectives. However, before they are merged together, an automatic alignment
process is required, which can prove to be difficult when no common coordinate
systems is defined. This is known as the registration problem.

The most common solution is to manually initiate a coarse alignment and refine it
via an ICP-based algorithm (iterative closest point) [Besl & McKay ’92], which de-
termines a rigid motion that minimizes distances between overlapping areas using a
least-squares method. Hence, it is necessary to assume an existing correspondence
between two objects.

On the other hand, a fully automatic registration involves partial shape matching.
One possibility is to decompose a model into constituent parts and explicitly de-
termine the correspondence. Another possibility is to transform the model into a
representation in which the comparison becomes simple.
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In this context, feature based approaches such as spin-image shape descriptors
[Johnson ’97] have been extensively studied for matching rigid objects. However,
the difference is that these methods assume the partial scans to have common
sub-regions with similar features, which is not the case in 3-D model retrieval as
there might be no matching features at all.

Symmetry Detection

Recent efforts in the graphics community have introduced a set of methods for
the detection of symmetries within and between objects as it provides an impor-
tant tool for many applications, including 3-D registration, object recognition, and
segmentation. A symmetry relation can be seen as the invariance of certain prop-
erties under a group of transformation. Usually, in symmetry detection, we are
interested in the group of Euclidean transformations or the group of similarities.

Gal and Cohen-Or introduced in [Gal & Cohen-Or ’06] a method that effectively
detects partial symmetries by computing local shape descriptors which are grouped
to form salient shape features. Efficiency is achieved by a saliency analysis and
the use of a geometric hash table using shape features. The drawback of this ap-
proach is the high memory consumption for more complex objects. More recently,
a transform that continuously measures planar reflective symmetry for all possible
planes in space is presented in [Podolak et al. ’06]. Efficiency is achieved using a
Monte Carlo sampling analysis. However, the algorithm focuses on capturing re-
flective symmetries globally on the shape and not immediately for partial similarity
detection.

The approach this work is based on addresses exactly the problem of partial and
approximate symmetry detection and was published at the same time as the latter
one [Mitra et al. ’06]. Here, pairwise low level shape descriptors are matched after
a stochastic sampling of one or more meshes. Each match contributes to an evi-
dence in a transformation space where a clustering algorithm is used to extract the
symmetries. The success rate of the method are shown with theoretical guarantees
and several additional applications are presented.

1.4 Design Criteria

Similarity measurement techniques represent the core of a 3D model retrieval sys-
tem. Thus, a careful design is crucial for a good overall performance. The design
choice will be mainly guided by limitations and results from previous work on this
topic and on predefined user requirements. Hence, the following criteria will be
considered:
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• Effective shape representation: The measurement must be discriminat-
ing, but general enough to find shapes with similarities within a broad range
of different shapes.

• Independent of model representation: Shape descriptors should not
depend on tesselation or topological genus.

• Robustness: Feature extraction should be robust against noise, levels of
detail, degeneracy and disconnecting parts.

• Articulated objects: Similarities for the same objects in different gestures
should be high.

• Partial similarities: Objects that exhibit partial similarities should be
identified.

1.5 Problem Statement

Within the framework of a passive shape retrieval system (c. f. Section 1.2), the
aim of this work is to design a method that finds a similarity measurement between
two 3-D models by explicitly finding partial matches. The motivation is to more
accuratly find similar objects in a 3-D model database even if only sub-parts of
their shapes exhibit similarities.

Given two 3-D modelsM1 andM2, the problem of finding an overall measurement
mglobal(M1,M2) ∈ R of their similarities can be divided into three subtasks.

Unified shape description

3-D models, whether they are modeled or acquired from 3-D scanners, have in gen-
eral numerically and topologically dissimilar representations. In order to compare
them, the first goal consists of finding a unified data representation in order to best
describe the original shape. Since local shape and spatial coherence information is
crucial for partial inter-shape analysis, the loss of these informations is minimized
in this stage. Hence, for each object M ⊂ R3 a finite set of local shapes is ex-
tracted with L(M,p) denoting the local shape of M at point p ∈ S(M) where
S(M) ⊂ M and #S < ∞. The set of local shapes of each object will ultimately
be used for partial matching.

Inter-shape analysis

When comparing two objects, we need to assume the existence of a unique match
between each local region of M1 and M2. Once a match between each local region
is found we can compute mglobal by evaluating local deviations between M1 and
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M2 after factoring out certain groups of transformations (e. g. group of Euclidean
transformatioins) on local regions sharing the same transformation which is done
as a final step.

In the case of two completely dissimilar objects which is often the case in 3-D
model retrieval systems, finding a unique match becomes non trivial. The careful
reader will have observed that this is a typical chicken-and-egg dilemma: in order
to match two local regions we need to find the most similar regions, but two regions
should only be similar if they match, which is not the case in general.

Before computing a global optimal set of unique matches between all local regions,
we need to determine a score for each match φl = [pl ql] with pl ∈ S(M1) and
ql ∈ S(M2). This score represents the “goodness” of the match and is denoted by

mmatching(φl) = mmatching(L(M1,pl),L(M2,ql)) ∈ R .

A good match is found when they have similar local shapes, small local deformations
between their neighborhoods and the rigid component of the transformation from p
to q strongly correlates with most of the rigid motions between pairs lying within a
certain range of both points (We will see later how a rigid motion can be computed
from two surface points). All three components contribute to the matching score
mmatching. Although only static objects are compared, the notions of motion and
deformation are extracted from a transformation from one object to the other.
Intuitively, the quality of a match can be interpreted as the amount of energy
required to deform a local shape L(M1,p) to L(M2,q) and to deviate from a
local optimal rigid motion of points around p to those around q.

The similarity of local shapes between an arbitrary local region L(M1,p) of M1

and another local region L(M2,q) of M2 is given by

mlocal(L(M1,p),L(M2,q)) ∈ R .

Relying solely on local shapes will potentially lead to ambiguous or even wrong
solutions. For instance, when comparing two 3-D models of a hand in different
poses, it is difficult to uniquely correspond the tip of the finger of one hand to the
other, since the tips of all fingers are likely to look similar. This is illustrated in
Figure 1.3.

Assuming local spatial coherence within an object is equivalent to forcing the neigh-
borhoods of two similar local regions to be similar too, i. e. only a small local
deformations from one region to the other is allowed. More precisely, two lo-
cal regions L(M1,p1) and L(M2,q1) are considered spatially coherent if there
are neighboring local regions with p2 ∈ N (p1) and q2 ∈ N (q1) such that
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Figure 1.3: Corresponding the tip of the finger becomes ambiguous when
relying only on local geometry since they locally look similar.

mlocal(L(M1,p2),L(M2,q2)) is small too. This introduces the local spatial co-
herence quantity

mcoherence(L(M1,p),L(M2,q)) ∈ R

which measures the amount of deformation between local regions.

A valuable hint for similarities are regions that are weakly affected by non-rigid
deformations. Non-rigid deformations of a mesh are independent affine transforma-
tions (12 degrees of freedom) applied to each vertex. Usually, this transformation is
constrained by a local smoothness error function (c. f. [Allen et al. ’02]). Identify-
ing similarities between sub-regions can therefore be done by factoring out rigid mo-
tion components from affine transformations between the matches. For example,
let us consider an articulated object in two different pose, where regions between ar-
ticulations are rigid. All Euclidean transformations T (L(M1,p),L(M2,q)) ∈ R6

between corresponding points of two rigid regions will be the same. Hence, a
rigidness quantity

r(T ) = r(L(M1,p),L(M2,q)) ∈ R

can be deduced from a given rigid transformation T between two local regions.
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Global matching and similarity measurement

Once a suitable matching score mmatching(mlocal, mcoherence, r(T )) has been
determined from local similarities mlocal, local deformations mcoherence, and
motion rigidness r(T ), a unique set of matchings Φ = {φ1, . . . ,φL} has to be
found which globally maximizes the sum of absolut scores

mtot(Φ) =
L∑

l=1

|mmatching(φl)| .

In particular, our objective is to find a global optimal matching given by

Φ∗ = argmax
Φ

{mtot(Φ)} .

In the end, deducing mglobal(M1,M2) from Φ∗ becomes straightforward. In
particular, by factoring out locally non-rigid deformations and rigid components
of articulated motions between all local regions of M1 and M2 would yield the
desired similarity measurement. Moreoever, different weightings of invariances
w. r. t. local non-rigid deformations and articulated motions can be used to control
the search for objects with particular properties.

We note that an exhaustive search of the optimal solution has an exponential
complexity of O(NN2

1 ) with N1 = #S(M1) and N2 = #S(M2) which is actually
computationally intractable without further considerations. Therefore a quasi-
optimal but efficient method is presented in Section 2.4.
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Chapter 2

Partial Similarity Analysis

2.1 Input Representation Independence

Why triangle meshes as input?

Most 3-D models are created using modeling tools or acquired using 3-D scanners.
To cope with the broad range of possible input 3-D model representations, it is
crucial to find a unified representation before computing shape descriptors robustly
on them. For 3-D model retrieval, we are interested in the appearance of the shape
of an object surface in the first place. This allows us to limit ourself to compact,
connected, and oriented 2-manifold representations of a surface. In a discrete set-
ting, a popular representation are triangle meshes for which most representations
can be deduced to:

• Point clouds: 3-D acquisition techniques often discard topology informa-
tions in order to produce dense point clouds. An explicit representation of
the surface approximated by point clouds can be reconstructed using many
known techniques developed over the last decades.

• Implicit representations: CT-scanners usually produce surfaces that are
represented by zero-sets extracted from a distance function evaluated from
a 3-D volumetric data set. Many variants of a very well established method
known as the marching cubes algorithm have been extensively studied and are
able to produce triangle meshes from surfaces that are represented implicitly.

• Triangle Soups: Most surfaces (NURBS, subdivision surfaces) created with
3-D modeling tools can be tesselated into triangle meshes. However, less
straightforward are conversions of unorganized sets of planar polygons into
a connected 2-manifolds. Nevertheless, robust algorithms have been recently
proposed to interpolate and approximate closed 2-manifolds from triangle
soups over the estimation of an implicit surface using different constraints.

15
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Once the implicit surface of a triangle soup has been reconstructed, extract-
ing a triangle mesh becomes straightforward.

Regular surface re-sampling

Surfaces represented by triangle meshes can have arbitrarily high resolutions, i. e.
number of triangles and variable densities. This is illustrated in Figure 2.1. Per-
forming partial matching should not depend on the complexity and sampling den-
sity of the input mesh. One simple way to bypass this problem is to regularly
sample the surface using a finite number of points. Each point represents an in-
finitesimal local region of the shape. Later on, local shape descriptors can be
centered around these points to extract local features. In particular, spatial and
topological relations between the surface points are preserved since the underlying
mesh is not discarded.

A simple way to obtain a quasi-regular sampling is to randomly re-sample the
triangle mesh (c. f. Figure 2.2) and to perform particle repulsion on the sample
points as proposed by Turk in [Turk ’91]. This will be explained in the next two
paragraphs.

Initial random re-sampling

Let T = {$1, . . . ,$M} be the triangle soup of the triangle mesh M with $i =
$i(pj,pk,pl) the ith triangle and P = {p1, . . . ,pN} the vertices of the mesh.

First we need to initialize the set of samples Ps = {s1, . . . , sNs} by randomly
re-sampling M with a uniform distribution. Uniform point distribution on the
surface is crucial for the iterative particle repulsion process for fast and correct
convergence. It is also crucial that the re-sampling adapts itself to the local mesh
sampling density by using weights based on different triangle surface areas. That
is, large triangles (lower sampling density) should have a higher probability of
containing samples than smaller ones (higher sampling density). The following
pseudo-code enlightens a basic random re-sampling algorithm:

Let hk =
Pk

j=1 V("j)
PM

j=1 V("j)
where V($j) ∈ R is the surface area of the jth triangle.

For i = 1 . . . Ns:

1. Generate a random number r = random() ∈ [0, 1] with uniform distribution.

2. Compute k such that hk ≤ r ≤ hk+1.

3. Add new sample si to Ps, i. e. Ps = Ps ∪ {si} with si ∈ $k. In particular,
si = αa + βb + (1−α− β)c with a, b, and c points of $k and α and β two
random numbers in [0, 1] such that (1− α− β) ∈ [0, 1] too.
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input mesh
triangulation

vertices

regular sampling

input mesh

Figure 2.1: 3-D models can have arbitrarily high or low resolutions and
variable point densities in general. A regular sampling as shown in the
bottom horse model is therefore suggested for input mesh independent local
shape matching.

Sampling regularization

Although the previous random re-sampling has a uniform distribution, the points
of Ps have yet to be equalized. This is done by having each point repel all of
its neighbors and forcing them to stay on the mesh. Let pj ∈ N (pi) be the jth
neighbor of pi with #N (pi) = k. In fact, there are two popular neighborhood
approximations for point clouds:

• ε-ball neighborhood: N (pi) consists of all points that lies within a prede-
fined radius ε w. r. t. the Euclidean distance ‖pi − pj‖. The implementation
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Figure 2.2: Random initial samling with 1000 uniformly distributed par-
ticles on a triangle mesh (face scan of the author using a Konika-Minolta
Vivid 900 laser-scanner).

of an efficient ε-ball neighborhood search is easily achieved using a uniform
grid based search data structure.

• k-nearest neighbors: N (pi) consists of the k-nearest points w. r. t. the
Euclidean distance ‖pi − pj‖. We choose this definition of neighborhood, as
it is scale-independent and density adaptive to an input point cloud. For an
efficient k-nearest neighbors search we used a kd tree data structure with
points as primitives and median split heuristic for spatial subdivision (N.B.
the k of the kd tree is the dimension of the vector space R3 the points belong
to, i. e. 3, and does not correspond to the one of the k-nearest neighbors).

The aim is to move the points si on the mesh M such that for all i and for all
sj ∈ N (si) the following equation holds:

‖sj − si‖ − daverage ≤ ε

with average inverse density across the whole surface

daverage = 2

√
V(M)

Ns

with total mesh area V(M) =
∑M

i=1 V($i).

Note that daverage does not take into account the mesh as it would require com-
puting geodesic paths between neighboring points which is computationally more
involved. However, it offers a good approximation even if the surface has varying
local curvatures as long as the point density is high enough.
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Sampling regularization works by making points repel their k-nearest neighbors
and projecting them back onto closest location of the surface which is the closest
point on the closest triangle of the triangle mesh. The alternation of repulsion and
projection is performed iteratively for all samples.

Particle Repulsion

Each iteration computes a new translation for each sample point si which is deter-
mined by a repulsive force f(x, si) and a global repulsive radius drepulsive. The
repulsive radius is the finite radius of influence of the repulsive forces. In fact,
f(x, si) falls off linearly with the distance ‖x− si‖ and becomes a null-vector when
‖x − si‖ ≥ drepulsive. The total repulsive force ftotal exerted on si by all its

k-nearest neighbors N (si) can be formulated as follows:

ftotal(si) =
∑

sj∈N (si)

f(sj, si)

=
∑

sj∈N (si)

λ(max{drepulsive − ‖si − sj‖, 0})
si − sj

‖si − sj‖

where λ ∈ R is a force constant. λ can be used to control the convergence speed of
the particle simulation. One iteration of repulsion consists of computing the new
sample point position s̃i = si + ftotal(si).

A reasonably good estimate for the repulsive radius is to use the average inverse
density of the points w. r. t. the whole mesh, i. e. drepulsive = daverage.

Back-projection

After point repulsion, the sample points generally do not lie any longer on the
surface M. It is therefore necessary to project them back onto the closest point
of the mesh. Given a sample point si the closest point s̃i = π(M, si) ∈ M is the
closest point of the closest triangle s̃i = π($j, si) with j = argminj{d(si,$j)} and
d(si,$j) the distance between the point si and the triangle $j.

Similar to the previously discussed k-nearest neighbor search, an exhaustive search
of the closest triangle$j has the a complexity of O(NsM) which obviously becomes
intractable for complex meshes and higher number of particles. Therefore, we
implemented a kd tree data structure for efficient search of the nearest triangle.
Here, the primitives are triangles and the only difference to point based kd trees
is the use of d(si,$j) and triangle centroids for spatial subdivisions.
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Figure 2.3: The initial random sampling using 1000 points distributed
over the triangle mesh (top left) yields a regularized sampling after particle
repulsion simulation (top right). In this example, the mesh is being nor-
malized, i. e. the diagonal diameter of its bounding box is one and we used
λ = 0.15 , k = 20 for the kd tree, and 20 iterations. The magnification of
the nose area in the bottom accentuates the resolution of the input mesh
(165 K triangles) compared to the number of point samples.

2.2 Pairing Local Shapes

As seen in the introduction (c. f. 1.2), research in the area of 3-D model retrieval
has brought a whole spectrum of different shape descriptors, most of them based
on geometry statistics (spatial domain) or frequency decompositions (frequency
domain). Their main purpose was to avoid the more costly model-to-model sim-
ilarity analysis and to perform only descriptor-to-descriptor comparisons in the
matching process. An important limitation of this type of approach is that the pa-
rameter domains of the shape descriptor feature vectors are hard coded into each
object, i. e. inter-object correspondences are implicitly given. Hence, they are
rather suited for global matching. To effectively perform a comparison between
objects with regards to their partial similarities, it is required to compare between
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the right sub-regions. We must therefore establish an inter-object correspondence
between their sub-regions which is done by detecting and pairing local similarities
using local shape descriptors.

Quantitative vs. qualitative measurements

The design of local shape descriptors which are distributed over a surface involves
a different type of trade-off decision as with global shape descriptors. In par-
ticular, using fewer samples requires shape descriptors that are more descriptive
and that capture larger local regions. However, fixed parameter domains of shape
descriptors of larger regions make hard spatial constraints about inter-object cor-
respondences and are therefore not suited for matching objects which share a large
number of partial similarities. For instance, matching non-rigid objects and those
with many articulations is difficult with such shape descriptors.

One avenue to solve this problem is to use a dense regular sampling with local
shape descriptors that capture quantities of only small regions around the sample
points. Although one of such descriptors is less decriptive, taking them all into
account would not only describe a good approximation of the original shape but
the granularity would also allow more flexibility in identifying multiple partial
similarities. In analogy with the idea of RANSAC (RANdom SAmple Consensus)
which is a robust algorithm for fitting models to outliers affected data, a random
set of a sufficiently large number of matching samples between two shapes would
yield a good estimate for inter-object correspondence. Thus, in some sense, a
quantitative measurement seems to be a better choice than a qualitative one for
partial shape matching.

What can we measure?

A question that started Siggraph 2006 in Boston with a course given by Eitan
Grinspun will motivate the problem on how to effectively describe local shapes
around the point samples that were previously computed. The problem can be
re-formulated as how to best locally approximate a given manifold surface at these
sample points. As mentioned by Kobbelt and Botsch in [Kobbelt & Botsch ’04],
an ellipse would be the “best local” fit of a smooth surface Mc in terms of a linear
approximation.

That is, a local optimal shape descriptor L(si,Mc) of geodesic radius r at a given
point si ∈ Mc must extract the principal curvatures, κmin and κmax, and their
directions, umin and umax. To give some intuition, the principal curvature direc-
tions at some point p ∈ Mc determine the behaviour of the surface normal n(p)
at this point. More precisely, the locally slowest variation of the surface normal is
in the direction of umin whereas the steepest variation in the direction of umax.
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For parametric surfaces, closed analytical solutions of these measurements can be
directly determined.

In the case of our piecewise linear interpolated surface (triangle mesh) M that
approximates Mc, a local shape descriptor L(si,M) will “best” approximate a
local region of Mc around si if the anisotropy of M follows the eigenvalues and
eigenvectors of the curvature tensor of Mc in non-hyperbolic regions for the Lp

norm with p ≥ 1. In particular, these eigenvalues and eigenvectors correspond to
the principal curvatures and their directions, respectively. However the notion of
curvature tensor in this discrete setting becomes non-trivial and many definitions
have been proposed.

Curvature tensor estimation

To approximate the 3-D curvature tensor at si we apply a robust algorithm de-
veloped by Alliez et al. in [Alliez et al. ’03], but instead of computing it for each
vertex and linearly interpolating it over the triangles, we compute them at the sur-
face sample point locations given by Ps. This has the advantage of not depending
on the complexity of M. The idea is to compute the average of the curvature ten-
sor over a local area around si of the triangle mesh. In fact, although the principal
curvatures within a triangle are zero but infinite along the edges, their average
are finite and well-defined over a non-zero area region. However, evaluating the
surface curvature tensor at mesh vertices is not considered natural neither stable.
Therefore, Alliez suggests the evaluation at points along edges of the mesh.

The curvature tensor T (si, r) ∈ R3×3 of a mesh M at a sample point si is deter-
mined from a local disk patch centered round the sample point with geodesic radius
r. To keep implementation simple and computations efficient, we approximate this
geodesic disk patch with a connected patch D(si, r) containing si.

Let

D̃ = M∩B ⊂M

with B(si, r) = {x ∈ R3, ‖x − si‖ ≤ r} be the intersection of a sphere B and the
mesh M.

It follows that the connected disk patch is given by the connected set

D(si, r) ⊂ D̃

with si ∈ D(si, r).

Ensuring a connected disk patch is necessary in order to robustly approximate
geodesic disks as a sphere-surface intersection might yield multiple unconnected
patches. Extracting D(si, r) is achieved via a flood-filling algorithm by seeding the
triangle containing si and by flooding over adjacent triangles using a breadth-first
search. This is visualized in Figures ?? and 2.5.
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Figure 2.4: The local geodesic disc patches are approximated with a
sphere-surface intersection. In particular the extracted patch must be con-
nected. Yellow regions are triangles that are completely wihtin the sphere B
and red regions are those that are partially outside.

Figure 2.5: Local shape descriptors, in our case curvature tensors, are
evaluating over a local connected geodesic disk patch. From left to right the
radius is chosen r = 0.2, r = 0.3, r = 0.4.

Hence, we obtain T (si, r) by integrating different contributions of curvature tensors
over D(si, r):

T (si, r) =
1

V(D(si, r))

∑

E

β(E) V(E ∩ D(si, r)) ē(E) ē(E)t
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where V(D(si, r)) is the surface area of the local region of edges E , β(E) ∈ [−π, π]
the signed angle between normals (normal jumps) of oriented triangles adjacent
to the edges E , V(E ∩ D(si, r)) the length of E ∩ D(si, r),and ē(E) the unit vector
along E .

T is an averaged covariance matrix of a distribution of edge vectors within D(si, r)
weighted by their normal jumps and characterizes the local curvature tensor in-
depently of the mesh resolution and topology (triangulation). It follows that the
normal n(si) of a sample point is given by the eigenvector of smallest eigenvalue
of T . Similarly, umin and umax are the eigenvectors of of the largest and second
largest eigenvalues of T , respectively. We note that the eigenvalues are inversely re-
lated to their corresponding principal curvatures κmin and κmax. Also V(D(si, r))
can be exactly determined by summing up the area of all connected triangles that
are completly and partially contained in D(si, r). However, the implementation in-
volves many numerical techniques which are crucial for numerically stable results.
Theoretical aspects and convergence properties of this algorithm are presented in
[Cohen-Steiner & Morvan ’03].

Local shape descriptor and Pairing

As illustrated in Figure 2.6 each point sample si of a mesh M locally describes its
position, normal, principal curvatures and the corresponding principal directions.

This is equivalent to a local ellipse (also refered to as surface splats in point-based
rendering). The aim is thus to find a low level shape descriptor σ(si) for si that
can compare local ellipses between two meshes M1 and M2 independently of their
positions, orientations and sizes. In other words, σ(si) should be invariant under
transformations in the group of similarities.

A natural descriptor with this property is given by the ratio of principal curvatures
which describes the intrinsic anisotropy of a local disk patch where

σs(si) =
κmin(si)

κmax(si)
∈ Ω7 = R

where Ω7 is the signature space of the shape descriptor and the index 7 repre-
sents the dimension of the transformation group of invariance (6 dimensions for
rigid motion and 1 for uniform scaling). If local shapes should be size dependent,
i. e. the local shape descriptor should be invariant under the group of Euclidean
transformations, we would formulate the descriptor as follows:

σe(si) = [κmin(si) κmax(si)]
t ∈ Ω6 = R2 .

Here the shape descriptors of the signature space Ω6 are invariant under the group
of Euclidean transformations only.
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(a) (b) (c)

(d) (e)

Figure 2.6: (a): Input Mesh. (b): Sample point positions. (c): Normals
of each sample point. (d) and (e): Principal directions of maximum and
minimum curvatures, respectively.

Reconsidering σs(si), when no anisotropy is present, i. e. κmin(si) = κmax(si),
there is no unique similarity transform that can uniquely align two local shapes
under this condition. In fact, the shape descriptor is additionally invariant un-
der rotations around the surface normal, thus more general than the group of
similarity transforms. These points are called umbilic points and are a source of
noise when rigidness has to be extracted as discussed in Section 1.5. Therefore,
these are discarded which not only improves robustness for rigidness extraction
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as we will se later, but also reduces the complexity of matching. As observed in
[Mitra et al. ’06], a reasonable threshold estimate for the removal of umbilic points
is γ = 0.75 where all σs(si) > γ will be pruned away and we obtain a reduced set
P̃s ⊂ P.

Let P̃(1)
s and P̃(2)

s be the reduced samplings from M1 and M2, respectively. In
order to find an evidence for corresponding regions, it is necessary to give a simi-
larity measurement mlocal(p,q) based solely on their local geometry for all point

pairs (p,q) ∈ P(1)
s ×P̃(2)

s and to determine potential correpondences for each point
p. With regard to the principle of RANSAC, it is possible to further reduce the
complexity by selecting a random subset P̃ ′(1)

s ⊂ P̃(1)
s . We refer the reader to

[Mitra et al. ’06] for theoretical bounds on the size of both sets that are required
to successfully find matches of a certain size.

The similarity measurement of local geometry between p and q is simply given by:

mlocal(p,q) = |σs(p)− σs(q)| ∈ R .

Since only the most similar point pairs should be considered as potential corre-
pondences, we perform a range query of the k nearest points in the 1 dimensional
signature space Ω7. This is achieved efficiently in O(#{P̃ ′(1)

s } log(#{P̃(2)
s })) by the

accelerated correspondence algorithm presented in [Li et al. ’06] or by using a kd
tree data structure.

The reduced set of potential correspondences between two points is formulated
with the characteristic function φ(p,q) = 1 where

φ : P̃ ′(1)
s × P̃(2)

s → {0, 1}

(p,q) -→
{

1 , if q is one of the k nearest neighbors of q

0 , otherwise
.

In this way, we avoid an exhaustive computation on a quadratic number of point
pairs and significantly reduce the complexity of the problem.

2.3 Scale-Independent Rigidness Extraction

Transformation space

As discussed in Section 1.5, shapes of large sub-regions between two objects that
only differ by small non-rigid deformations exhibit a good statistical evidence for
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similarities invariant under the group of Euclidean transformations. Assuming that
local regions of 3-D objects of a data-base uniquely represent shapes up to a scale
factor, similarities should be invariant under the group of similarity transforms.
Here, the similarity transforms are a combination of rigid motions and uniform
scalings, thus they represent a 7 dimensional transformation space Γ = R7.

A pair of points (p,q) ∈ P ′(1)
s × P̃(2)

s induces a unique similarity transformation
M∈ Γ since we pruned the umbilic points away and each point has a local frame
(umin,umax,n) defined by principal directions and normals which are computed
from the curvature tensors. Hence q = M(p) = T (R(Sp)) where T is the trans-
lation, R the rotation, and S the uniform scaling.

The rotational component R ∈ R6 of this similarity transform T is obtained by
aligning the points and their normals which represent the rotation axes and taking
the smallest of both possible rotation angles in the tangential space of the aligned
points. Thus we obtain R ∈ R3×3 the transformation matrix of the rotation R.

We estimate the uniform scaling with

S =

√√√√(κ(2)
max)2 + (κ(2)

min)2

(κ(1)
max)2 + (κ(1)

min)2
∈ R

with κ(2)
max and κ(2)

min belonging to q and the other two principal curvatures to p.

Let t ∈ R3 be the translation vector of the translation T . It holds q = T p =
α R p + t where α = S and T the transformation matrix of T . Hence

t = q− α R p .

We note that the transformation space Γ = R7 is composed of points which
components have a “non-orthogonal” interpretation. More precisely, T =
(α, θx, θy, θz, tx, ty, tz) ∈ Γ is composed of elements that originate from three dif-
ferent measures. θx, θy, and θz are Euler angles derived from R. Hence, it is
necessary to use a metric as the weighted sum

‖T1 − T2‖2 = βsα
2 + βr(θ

2
x + θ2

y + θ2
z) + βt(t

2
x + t2y + t2z) ∈ R

when measuring points in this space. The influences affected by different compo-
nents can be individually adjusted.



28 CHAPTER 2. PARTIAL SIMILARITY ANALYSIS

Identifying near-rigid structures via clustering

From the last paragraph we have determined a unique 7 dimensional transforma-
tion T (p,q) ∈ Γ for each pair of point (p,q) ∈ P ′(1)

s × P̃(2)
s where φ(p,q) = 1.

In particular, each pair of point contributes to an elementary evidence for a scale
independent rigidness at the scale of a local shape. For finding robust inter-object
correspondences, these near-rigid structures have to be identified at larger scales,
i. e. from more points of larger and piecewise connected pair of regions. We call
them proxy regions.

This introduces a voting-scheme based algorithm inspired from the work on skin-
ning mesh animations by James and Twigg [James & Twigg ’05] where approxi-
mate rigid structures were extracted from rotation sequences. Intuitively, if a local
region of a mesh M1 is mapped to a local region of M2 with a perfectly rigid
and scale independent motion, all point pairs from these local regions would be
concentrated on a single point in the high dimensional space Γ = R7. On the other
hand, if the mapping contains non-rigid deformations, points would be clustered
around the point of a perfect rigid motion. Moreover, when multiple near-rigid
structures are present, as in the case of articulated objects, multiple clusters will
appear in Γ.

Our objective is then to cluster point pairs with similar transformations in Γ. How-
ever, in a general setting, the quality of resulting clusters is unclear when matching
objects in a 3-D database without prior knowledge, not to mention that the number
of clusters is unknown. This suggest the use of a robust unsupervised clustering
method, also known as the mean shift algorithm [Comaniciu & Meer ’02].

Mean shift algorithm

As observed in [James & Twigg ’05], the mean shift algorithm is attractive for bone
estimation for skinning mesh animations. This is closely related to the problem
of rigidness extraction for articulated objects, which is an assumption made for
3-D model retrieval that favors the extraction of connected partial similar patches.
An important feature of this clustering technique is its robustness to outliers.
Since our objects might contain multiple independent similar sub-regions, Γ would
potentially reveal statistical outliers. Also, as mentioned previously the number of
clusters is unknown. In contrast to the popular k means clustering technique, no
prior knowledge on the number of clusters is required.

The algorithm can be described as follows. Given a set of points {T1, . . . , TL} with
Ti ∈ Γ, the fixed local support mean shift algorithm constructs a density function

f(T ) =
1

L

L∑

j=1

K(‖T − Tj

h
‖2)
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where h is the local support size of a radial symmetric kernel function K and T ∈ Γ.
As of [Comaniciu & Meer ’02], we choose this function to be the Epanechnikov
Kernel which is defined as follows:

K(X ) =

{
9
2B

−1
7 (1− ‖X‖2) , if ‖X‖ ≤ 1

0 , otherwise

where B7 ∈ R is the volume of a 7 dimensional unit sphere and X ∈ Γ.

Once, the density function has been estimated from the C−1 continous data set
{T1, . . . , TL}, the gradient .f(T ) can be efficiently computer and used in hill
climbing (c. f. Figure 2.7). In particular, the goal is to map each point Ti to the
closest stationary point T̄i, i. e. a local maxima, of f(T ).

From an estimation of the density gradient .f(T ) presented in
[Comaniciu & Meer ’02], we obtain the mean shift vector given by

Mh(W) =

∑K
j=1 Tj −K ′(‖W−Tj

h ‖2)
∑K

j=1−K ′(‖W−Tj

h ‖2)
−W ,

i. e., the difference between the weighted mean, using −K ′ for weights. Here, W is
the center of the kernel. We note that the mean shift vector always points toward
the direction of maximum increase in the density function f(T ). Thus the mean
shift vector has the same direction as the local density gradient estimate. Finally
an adaptive iterative gradient ascent method can described as follows:

Initialize Wi = Ti for i = 1 . . . K

Repeat

1. Compute Mh(Wi) for i = 1 . . . K

2. Translate W ′
i = Wi +Mh(Wi) for i = 1 . . . K

until convergence.

The Wis will eventually move to stationary points of f(T ). In general, there
are less stationary points than K. Each of them forms a significant mode which
is a cluster Hj containing the Wis that are no closer than to other significant
modes. Here again, range queries can be computed efficiently using a kd tree data
structure.
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Local spacial coherence verification

As the dimension of the transformation space Γ is high, our probabilistic sampling
approach ensures the unlikelyness that many uncorrelated sample pairs will have
the same transform. However, outliers are still possible and some pairs from un-
correlated parts might accumulate in transformation space to form false positive
modes. Since statistically, false positive modes are rare, a verification procedure
based on local spatial coherence assumption can easily identify them for purging.
This is done by extracting for each cluster Hj connected components of the model
that are invariant under the corresponding transforms.

The patch growing process can be described as follows:

For each cluster Hj:

While Hj /= {Ø}:

1. Randomly pick a transformation T ∈ Hj which corresponds to a pair of
sample (p,q)

2. For each one-ring neighbor pi of p apply the transform of the corresponding
cluster’s maximum to it and check if the mapping is near q. If it is, mark the
samples as being visited, add them to their respective patches and remove
T from Hj.

As observerd by Mitra et al. in [Mitra et al. ’06] the cluster’s maximum usu-
ally does not provide the optimal transformation for matching. Therefore a re-
finement before measurement using an iterative closest point (ICP) algorithm
or variant might be necessary. We refer the reader to [Besl & McKay ’92,
Rusinkiewicz & Levoy ’01] for more details. This step makes it easier to choose
the proximity threshold which decides if the point pairs should be added to their
patches.

2.4 Partial Matching

In this section we will use the patch pair extraction algorithm presented in the
last section in order to compute a quasi-global optimal correspondence between
all point samples of mesh M1 and M2. This global correspondence will uniquely
label each sample point of M1 to one on M2. It holds the uniqueness constraint
which disallows multiple correspondences for a point.

Evaluating an overall similarity measurement between two objects becomes
straightforward by mapping each point using the optimal transformation of the
cluster the correspondence belongs to. We obtain a deformed mesh M̃1 and define
a distance measurement from their pairwise corresponding points.
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Quasi-optimal correspondence and similarity measurement

We have seen in Section 1.5, that an exhaustive search of the optimal solution
to a global correspondence is computationally intractable. Here, an efficient and
simple greedy approach is presented.

In the previous stages, each point T of the transformation space Γ gives a measure
of matching confidence between a pair of sample points (p,q). In fact, due to the
pairing, a point pair (p,q) can only have a transformation in Γ if p and q are
similar enough, i. e. φ(p,q) = 1. They are considered potential matches. More-
over, from the rigidness extraction step, each pair with φ(p,q) = 1 contributes a
vote in Γ, where a matching confidence between p and q is directly given by the
constructed density function f(T ). Intuitively, a higher density function means
a higher confidence, since it is due to more sample pair contributions. And be-
cause of the regular sampling achieved by the particle repulsion simulation, it also
means that the patch extracted from connected points of the corresponding clus-
ter is larger. On the other hand, large clusters (in transformation space) does not
necessarily mean the same, but rather represent a larger range of deformations.
Therefore, we are more interested in the height of the density function.

By extracting near-rigid patches via clustering in transformation space and patch
growing (c. f. previous Section), we obtain for each cluster Hj, a set of pair of
patches. The correspondence algorithm is described as follows:

Without loss of generality, M1 has less samples than M2. While there are still
uncorresponded sample points in M1:

1. Pick largest patch w. r. t. the number of points from the cluster that has the
highest local maxima in the density function f(T ).

2. Set φl = [pl ql] where the correpondences between the pls and qls are
uniquely determined by the current pair of patches.

3. Set Th(pl) ∈ R3 the mapping of pl with the transformation of the local
maxima of the current cluster.

4. Remove the corresponding transformations from Γ and all the sample pairs
from both meshes they refer to.

5. Re-compute f(T ) from the reduced samples of M1 and M2. Also, clustering
and local spatial coherence verification need to be perfomed again.

Hence, we obtain a set of matchings Φ̃ = {φ1, . . . ,φL} that approximates Φ∗ as
described in Section 1.5. Here, L is the number of sample points in M1

Finally, the overall similarity measurement between M1 and M2 is given by
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mglobal,Φ̃(M1,M2) =
1

L

L∑

i=1

‖Th(φi [1 0]t)− φi [0 1]t)‖ ∈ R .

This pairwise similarity measurement is used as a distance function between each
object of the 3-D model database.
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Figure 2.7: Images courtesy of Comaniciu and Meer
[Comaniciu & Meer ’02]. Top: Visualization of 7 clusters in a two di-
menstional transformation space Γ. Bottom: Estimation of the density
function using Epanechnikov kernels.
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Chapter 3

Discussion and Future Work

This section summarizes some of the insights gained from this research and some
future directions are suggested.

Within the context of 3-D model retrieval, we proposed a pipeline for measur-
ing similarities between objects by explicitly detecting partial and approximate
similarities by extending a novel technique presented in [Mitra et al. ’06].

A simple but effective way to achieve representation independence of input 3-
D models is done by regular point sampling triangle mesh surfaces. The adapted
technique is resolution and triangulation independent. Regularity of point samples
are efficiently computed via particle repulsion.

In contrast to most other works, our local shape descriptor is a simple scalar value
(ratio of principal curvatures) and does not rely on fixed parameter domains of
more sophisticated feature vectors. This suggests the superiority of a quantitative
approach over a qualitative one for non-rigid matching approaches. The curvature
informations are robustly estimated by computing the average of the curvature
tensors of the edges of a local disk patch of the input mesh around the point
samples. This method is also mesh topology independent, but becomes numeri-
cally unstable for some vertex configurations. Our implementation involved many
numerical techniques to alleviate this issue.

After pairing, the data accumulated in the transformation space are hard to clus-
ter. This is why pruning of noisy data were necessary. More precisely, only pairs of
local shapes that are similar should be considered potential matches and contribute
a vote in the transformation space. This causes a debluring of the clusters. Simi-
larly, based on the assumption that uncorrelated sample pairs will have the same
transform we remove potential false modes in clusters from the transformation
space.

Since a brute-force search of a global optimal solution requires exponential com-
plexity, we propose a greedy but sub-optimal solution. As the matching is per-

35
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formed on regularly sampled surface points, pairs of extracted surface patches
that contain many vertices are also surfaces with large areas. The next best set of
unique point correspondences can therefore be based on size of these patches.

The proposed framework is a complete pipeline for pairwise similarity measure-
ment of 3-D objects. However, not every stage of this pipeline could be evalu-
ated in detail within the time-frame of the project duration. In particular, statis-
tics evaluations with known benchmarks (e. g. the Princeton Shape Benchmark
[Princeton ’04]) would be required to compare the effectiveness of this approach
with other techniques.

Nevertheless, a shape similarity analysis algorithm for 3-D models of different
geometric characteristics and representations has been presented. In particular
the run-time complexity does not depend on the surface geometry but rather on
the number of independent near-rigid structures when mapping from one object
to the other.

Open questions

Besides, the need to further analyse the performance of the presented approach
and its effectiveness compared to other techniques, a few problems still require
more investigation:

• The proposed method computes a global correspondence from regions with
large similarities. This assumes the existence of pairwise similar regions as
it is the case for 3-D scan registration. Hence if the shape of objects are too
different, the method fails. In order to capture a broader range of objects
it is necessary to low-pass filter the input objects as pre-proccessing steps.
Here, considering different levels of approximations (smoothing factor) of the
input objects might help to increase the number of similar regions and thus.

• The scale of the similarity that can be identified and the overall effectiveness
of the algorithm depends on the number of particles used for the re-sampling
and of course on the size of the local shape descriptors. Statistics such
as the average feature size might help to determine these two parameters
automatically. This remains an issue to be explored in future.

• Similarly, the mean-shift algorithm heavily depends on the local support size
of the radial kernels. However, the number of clusters found also depends
on this input parameter. At this point, we do not know an automatic way
to determine the size of this local support. Manual tuning is therefore still
required.

• Our greedy global correspondence algorithm is sub-optimal. At this point,
we believe that belief-propagation techniques such as those presented in
[Anguelov et al. ’04] might be a good starting point for future research.
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More applications

In addition to 3-D model retrieval systems, the partial matching method presented
here might be interesting for many other related problems in the field of computer
graphics, CAGD and computer vision. We present two of them:

• Registration of Partial and Deformable Scans:

State-of-the-art 3-D scanning technologies for high quality acquisitions (op-
tical triangulation, stereo reconstruction, etc...) deliver dense depth maps or
videos that are usually represented as point clouds or meshes. In order to
reconstruct a complete model from more than a single perspective, an align-
ment (registration) of partial scans from different views is required. These
partial scans are obtained either from multiple depth cameras or by mov-
ing the object to expose different views over time. As there is no common
optimal placement of cameras that applies for all objects, the second choice
offers a more flexible solution.

However, dealing with deforming shapes, such as humans or animals, re-
mains a non trivial task. So far, the proposed solutions to that problem (cf.
[Anguelov et al. ’04],[Allen et al. ’02]) require an a-priori construction of a
template of the complete model, which is known to be tedious and expensive.

To avoid the use of a template, one avenue would be to deform partially
captured shapes over all time frames such that their common subregions
will match after the deformation. An integration of a complete sequence
of deformed partially incomplete scans would then give rise to a complete
model without the need of any template.

• 3-D Morphing: In 3-D morphing, a given source object S is continuously
morphed into a given destination object D. The task is to determine a
sequence of intermediate objects O1, . . . ,ON , that usually satisfies smooth
transitions and tries to map essential source features {f 1

s , . . . , fM
s } to corre-

sponding target features {f 1
d , . . . , fM

d } in order to enhance realism. Gener-
ally, we can distinguish between geometric [Hong et al. ’88] and volumetric
approaches [Hughes ’92, Lerios et al. ’95]. In the latter case for instance, the
morphing pipeline can be described by a warping stage, followed by a blend-
ing process. Firstly, similarities between the source and the target objects
are determined and pairs of corresponding features (f j

s , f j
d) are extracted.

These feature pairs are further interpolated to represent features f j
i of an

intermediate object Oi. According to the features f j
i , intermediate volumes

Si and Di are warped from S and D, respectively. Finally, Si and Di are
blended to obtain a smooth morph.

Currently, most works promote manual feature extraction and correspon-
dence as determining similarities between different types of objects are dif-
ficult. In order to provide a computer assisted or even a fully automatic
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solution, reliable feature recognition and partial matching methods such as
the one developed in this work might be suitable.
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